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ABSTRACT

Skin diseases in cats such as ringworm, scabies, and flea allergy dermatitis look visually
similar, and many owners cannot reach a veterinarian quickly, which encourages self-
diagnosis. This study compares three ImageNet-pretrained convolutional neural networks,
MobileNetV3Small, EfficientNetB0, and DenseNet121, for four-class cat skin condition
classification (Flea Allergy, Health, Ringworm, and Scabies) and deploys the most suitable
model in an Android application. A collection of 1,362 cat images obtained from Roboflow
Universe was augmented to 3,274 images and partitioned into 2,868 training, 270
validation, and 136 test images. Each network was used as a frozen feature extractor with
anew classification head and trained under identical settings. Evaluation covered accuracy,
precision, recall, F1-score, confusion matrices, benchmark inference latency, throughput,

and model size after conversion to TensorFlow Lite (TFLite). EfficientNetBO reached the
highest test accuracy (91.18%), followed by DenseNet121 (89.71%) and MobileNetV3
(88.97%), although differences of one to three images fall within the sampling uncertainty
of a 136-image test set. MobileNetV3 was the most efficient: its TFLite model occupied
1.96 MB and needed 5.26 ms per image in the benchmark (190.21 frames per second;
hardware not recorded), compared with 8.34 MB and 36.40 ms for EfficientNetBO and
13.90 MB and 135.24 ms for DenseNet121. MobileNetV3 was therefore embedded in an
application named Meow Care, which passed all seven black-box test scenarios and
reached 88.97% accuracy in on-device evaluation. For resource-constrained mobile
screening, a small loss in accuracy can thus be traded for much lower latency and storage.
The application is a decision-support aid and does not replace veterinary diagnosis.

Android application

I. INTRODUCTION

Skin disorders are among the most common health problems of domestic cats and can reduce their quality of life
through itching, hair loss, inflammation, and secondary infection [1]. Ringworm (dermatophytosis), scabies, and flea
allergy dermatitis are frequently encountered in clinical practice, and ringworm and scabies are contagious and can also
affect people [2], [3]. Their early signs, namely patchy alopecia, scaling, crusting, and scratch wounds, overlap
considerably, so owners without veterinary training often misidentify the condition and treat it inappropriately. Access to
veterinary care is also uneven: limited owner knowledge and difficulty reaching an animal clinic delay diagnosis in many
cases [3]. A fast, low-cost tool that gives an initial indication from a photograph could therefore help owners decide when
to seek professional care.

Deep convolutional neural networks (CNNs) learn discriminative visual features directly from images and underpin
many medical and veterinary image-classification systems [4]. When labelled data are scarce, transfer learning, which
reuses weights pretrained on ImageNet [5], accelerates convergence and improves generalisation [6],[7],[8],[9]. Running
such models on smartphones adds constraints on model size, memory, and latency. TensorFlow Lite (TFLite) addresses
them by converting trained models into a compact format that is executed on the device without an internet connection
[10], [11], and recent studies in agriculture, object detection, and radiology illustrate its practicality [12],[13],[14].

Image-based recognition of cat skin diseases has already been explored on Android. Pangestu and Ramadhani [15]
trained a custom sequential CNN on 400 images and reported 78.33% accuracy. That system relies on a single model,
uses limited data, and is sensitive to lighting and shooting distance, and it does not examine the trade-off between accuracy
and on-device efficiency across alternative architectures.

Candidate backbones embody different design choices. MobileNetV3 combines neural architecture search, NetAdapt,
squeeze-and-excitation modules, and the hard-swish activation to minimise latency on mobile processors [16], [17].
EfficientNetB0 balances network depth, width, and input resolution through compound scaling [18], [19]. DenseNet121
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connects each layer to all subsequent layers to improve gradient flow and feature reuse [20], [21]. A model that is more
accurate on a benchmark is not necessarily the best choice for a phone, because its parameter count and inference time
may be much higher [11], yet, to the best of our knowledge, this trade-off has not been quantified for cat skin conditions.

This study therefore compares MobileNetV3, EfficientNetB0, and DenseNetl121 under identical data, training, and
evaluation conditions to answer two research questions. RQ1: How do the three architectures compare in classifying four
cat skin conditions in terms of classification performance and inference efficiency? RQ2: Can the model selected by
jointly considering accuracy and efficiency be deployed in an Android application that performs on-device inference?

The main contributions of this paper are as follows:

* A controlled comparison of three pretrained CNNs for four-class cat skin condition classification, reporting
accuracy, per-class precision, recall, and F1-score, confusion matrices, and 95% confidence intervals on a common
136-image test set.

* A joint accuracy—efficiency assessment that includes latency, throughput, and file size before and after TFLite
conversion, together with a transparent model-selection rationale.

* Meow Care, an Android application that runs the selected MobileNetV3 TFLite model offline and is evaluated by
black-box testing and on-device confusion-matrix analysis.

The remainder of the paper reviews related work (Section II), describes the materials and methods (Section III),
presents the results (Section V), discusses the findings and limitations (Section V), and concludes (Section VI).

II. RELATED WORK

Prior work relevant to this study can be grouped into cat-specific mobile systems, transfer learning for skin images in
other domains, and TFLite-based deployment.

Cat skin disease recognition. Pangestu and Ramadhani [15] collected 400 images from their own photographs, Google
Images, and social media and trained a four-convolutional-layer sequential CNN with an 85:15 train—test split. The model
reached 78.33% accuracy, 76.96% precision, and 74.94% recall and was embedded in an Android application, but
accuracy dropped with poor lighting and unfavourable shooting distance.

Transfer learning for skin images. Hwang et al. [22] classified three dog skin conditions from multispectral images of
95 dogs, comparing InceptionV3, ResNet50, DenseNet121, and MobileNetV3Small as single and consensus models.
Consensus models reached accuracies of 0.87-0.89, while single models were skewed and dense fur limited the visibility
of lesions. Tarisafitri and Aljabar [23] fine-tuned MobileNetV2 on 300 human skin images in three classes and reported
roughly 91% training but only 70% validation and 73% test accuracy, which points to overfitting on a small dataset; only
one architecture was examined.

On-device deployment. TFLite has been used to run models locally in plant pathology, object counting, assistive
navigation, and radiology [12],[13],[14], [24], and lightweight backbones such as EfficientNet-Lite have been applied to
produce-grading systems on constrained hardware [25]. These works demonstrate the feasibility of offline inference but
do not address cat skin conditions.

Table 1 summarises the studies most closely related to ours. In contrast to them, this work compares three architectures
on the same data, reports accuracy together with latency and model size, and deploys the selected model in a working
application.

Table 1. Summary of closely related studies and of the present study

Ref. Subject and task Model(s) Data Main result Reported limitation
Cat skin diseases (4 400 images (own
[15] types); image Custom sequential hotos V% eb. social Accuracy 78.33%, precision  Small dataset; sensitive to
classification on CNN phox C o1 . 76.96%, recall 74.94% lighting and shooting distance
. media); 85:15 split
Android
InceptionV3,
Dog sl.<m dlspases (3 ResNet30, 95 dogs; augmented by  Consensus accuracy 0.87— Skewed single models; fur
[22] types); multispectral DenseNet121, . . . . .
. . . rotation and translation  0.89 hides skin lesions
images MobileNetV3Small;
consensus models
23] gugzszssl.niil:ezses MobileNetV2 (fine- 300 images; 80 training  Training ~91%, validation ‘S/:?iadl;t(iig;aszt;‘lz;irfeliram—
. 2 g tuned) and 20 test per class 70%, test 73% accuracy . £ap; Sing
classification architecture
Cat skin conditions MobileNetV3Small, Test accuracy 88.97—
This (4 classes); EfficientNetBO, 3,274 images (2,868 / 91 18% Tng te 1 96-13.90 Single run; small test set
study classification and DenseNet121 (frozen 270/ 136) SO ' ’ (Section V)

Android deployment

backbones)

MB, 5.26-135.24 ms
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III. MATERIALS AND METHODS

Fig. 1 gives an overview of the workflow, which proceeds from data preparation through model training and evaluation
to model selection, TFLite conversion, and Android implementation.

' ™ 'a =\ ' = ' )
Dataset collection Pre-processing and Data partition Transfer learning
Roboflow “Cat Skin > augmentation > 2,868 train / 270 val / > IMobileNetV3, EfficientNetBO0.
Disease” (1,362 images, 224x224, flips, rotation, 136 test DenseNet121
4 classes) brightness, noise (3,274 images) (frozen backbones)
\ J \ y, \ J . y,
TFLite conversion - Evaluation qm
and Android app Model selection Accuracy, precision, Training
L | accuracy + latency < 4/Adam, Ir 1e-3, max 20 epochs,
(Meow Care), . recall, F1-score, ;
S + model size . ) EarlyStopping, ReduceLR
on-device inference confusion matrix
Black-box functional testing and on-device confusion-matrix evaluation (136 test images)

Fig. 1. Research workflow. Each of the three backbones passes through the same pipeline; the selected model is converted to TFLite
and embedded in the Android application.

A. Dataset

The experiments used a collection of 1,362 cat images in four classes (Flea Allergy, Health, Ringworm, and Scabies)
obtained from Roboflow Universe, where it was labelled “Cat Skin Disease” [26]. The exact source project(s), version,
and licence were not recorded, and the collection may have been compiled from more than one project, so it cannot be
reproduced exactly from this description. After pre-processing and augmentation on the Roboflow platform, the working
dataset comprised 3,274 images, partitioned into 2,868 training images (87.60%), 270 validation images (8.25%), and
136 test images (4.15%). Table 2 shows the class distribution. The test set is moderately imbalanced (28, 28, 45, and 35
images per class), so per-class metrics are reported alongside overall accuracy.

Table 2. Class distribution of the dataset after pre-processing and augmentation

Subset Flea Allergy Health Ringworm Scabies Total
Training 711 741 714 702 2,868
Validation 66 67 61 76 270
Test 28 28 45 35 136
Total 805 836 820 813 3,274

B. Pre-processing and Augmentation

All images were resized to 224 x 224 pixels, the input size of the three backbones. To increase variation in viewpoint,
orientation, and illumination and to reduce overfitting, the following operations were configured in Roboflow: horizontal
and vertical flips, 90° rotations (clockwise, counter-clockwise, and upside down), random rotation between —15° and
+15°, brightness variation between —25% and +25%, and noise applied to up to 1.96% of the pixels. Class weights were
additionally used during training to reduce the influence of class imbalance.

C. Model Architectures and Transfer Learning

Three ImageNet-pretrained backbones were loaded from ¢fkeras.applications without their original classifier:
MobileNetV3Small, EfficientNetB0, and DenseNet121. In each case the backbone was frozen, so that only the newly
added head was trained. The input first passed through the preprocessing function specific to each backbone. The head
then consisted of global average pooling, a dropout layer (rate 0.3), a fully connected ReLU layer, a second dropout layer
(0.3), and a four-unit softmax output. The fully connected layer has 128 units in the MobileNetV3 model and 256 units
in the EfficientNetB0O and DenseNetl121 models, as implied by the trainable parameter counts in Table 3. Because the
frozen backbones account for most parameters, this strategy shortens training and limits overfitting on a small dataset,
while preserving the generic edge, texture, and shape features learned from ImageNet.
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Table 3. Parameter counts of the three models (frozen backbone, new classification head)

Model Total parameters Trainable Frozen Hidden units in head
MobileNetV3Small 1,013,492 74,372 939,120 128
EfficientNetBO 4,378,535 328,964 4,049,571 256
DenseNet121 7,300,932 263,428 7,037,504 256

D. Experimental Setup

The models were implemented in TensorFlow/Keras and trained on Google Colab. All three models used the same
configuration (Table 4): the Adam optimiser [27] with an initial learning rate of 1073, sparse categorical cross-entropy
loss, a batch size of 32, and a maximum of 20 epochs. Three callbacks controlled training: EarlyStopping monitored the
validation loss with a patience of five epochs and restored the best weights; ReduceLROnPlateau multiplied the learning
rate by 0.2 after three epochs without improvement in validation loss, down to 107%; and ModelCheckpoint saved the
model with the best validation accuracy. Each model was trained once.

Table 4. Training configuration shared by all three models

Item Setting

Input size 224 x 224 x 3

Transfer learning ImageNet weights; backbone frozen; new head (Section II1I-C)

Optimiser / learning rate Adam/1x 1073

Loss function Sparse categorical cross-entropy

Batch size / maximum epochs 32/20

Class imbalance Class weights

EarlyStopping Monitor: validation loss; patience: 5; restore best weights

ReduceLROnPlateau Monitor: validation loss; factor: 0.2; patience: 3; minimum learning rate: 1 x 107
ModelCheckpoint Monitor: validation accuracy; save best only

E. Evaluation Metrics
Models were evaluated on the held-out test set using accuracy, per-class precision, recall, and F1-score, and the
confusion matrix. For C =4 classes and N = 136 test images, the metrics are defined as

Accuracy = %2;1 TP, (1)

where TP, FP., and FN. are the numbers of true positives, false positives, and false negatives of class ¢ in a one-versus-
rest view, and N is the number of test images.

TP,

Precision, = TP 4P, (2)
TP
Recall, = TPC+;NC ?3)
2P:R
Fl, = &%Rz 4

where P. and R. denote the precision and recall of class ¢. The macro-averaged F1-score is the unweighted mean over
classes:

Macro — F1 = =%¢_, F1, (5)

Because the test set contains only 136 images, 95% Wilson score intervals are reported for accuracy. Efficiency was
measured as the mean inference latency per image (with standard deviation) over the test set, the corresponding
throughput in frames per second (FPS = 1000 / latency in ms), and the model file size.

F. Model Selection and TFLite Conversion

The model for deployment was selected by jointly considering test accuracy, inference latency, and model size,
because a model with the highest accuracy is not necessarily suited to a device with limited resources. All three trained
models were converted to the TFLite format with the TensorFlow Lite converter, which also applies post-training
optimisation (quantisation) to reduce file size. File sizes before and after conversion were compared, and the converted
models were benchmarked on the same 136 test images for accuracy, latency, and throughput.
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G. Android Implementation and Testing

The selected model was embedded in an Android application, Meow Care, developed in Android Studio with Kotlin
through iterative mockup design, review, and update. The TFLite interpreter loads the model from the application’s assets
folder and runs inference locally with four threads. The user chooses an image from the gallery or captures one with the
camera; the image is resized to 224 x 224 pixels with bilinear interpolation and passed to the model, and the application
displays the class with the highest probability together with its confidence score. The application was tested in two ways.
Black-box testing checked seven functional scenarios (home page, navigation to the detection page, gallery selection,
camera capture, model prediction, result display, and the complete usage flow) and was carried out by an independent
validator. On-device evaluation passed the 136 test images through the application pipeline and compared the predictions
with the true labels using a confusion matrix.

IV. RESULTS

A. Training Behaviour

Fig. 2 shows the training and validation curves. MobileNetV3 improved steadily from 61.85% to 90.59% training
accuracy and from 84.44% to 91.48% validation accuracy over 20 epochs. Its lowest validation loss (0.2823) occurred at
epoch 17, after the learning rate had been reduced to 2 x 107* following epoch 11, and the weights of epoch 17 were
restored. EfficientNetBO fitted the training data fastest, reaching 97.25% training accuracy at epoch 18, where early
stopping ended training. Its validation accuracy peaked at 91.85% (epochs 9, 12, and 14), but validation loss reached its
minimum of 0.2479 at epoch 13 and then rose to 0.2800 while training loss kept falling; the weights of epoch 13 were
restored. DenseNet121 learned more slowly (87.76% training accuracy at epoch 20) with an unchanged learning rate of
1073; its best validation accuracy of 92.96% and lowest validation loss of 0.2186 both occurred at epoch 19, and those
weights were used.

MobileNetV3 EfficientNetB0 DenseNet121
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Fig. 2. Training and validation accuracy (top) and loss (bottom) of the three models. Dotted vertical lines mark the epoch whose
weights were restored for evaluation.

B. Classification Performance on the Test Set

Table 5 reports per-class precision, recall, and F1-score and Fig. 3 shows the confusion matrices. EfficientNetBO
correctly classified 124 of 136 test images (91.18%), DenseNet121 122 (89.71%), and MobileNetV3 121 (88.97%); the
corresponding macro-averaged F1-scores were 0.92, 0.90, and 0.89. Ringworm was the most difficult class for all models
(F1-score 0.85, 0.88, and 0.84 for MobileNetV3, EfficientNetB0, and DenseNet121), and its most frequent error was
prediction as Flea Allergy (6, 4, and 6 images, respectively). EfficientNetB0O and DenseNet121 never assigned a non-
healthy image to the Health class (precision 1.00), but they missed three of the 28 healthy images (recall 0.89), whereas
MobileNetV3 missed two (recall 0.93). Flea Allergy obtained a recall of 0.96 for every model. Because the costliest error
of a screening tool is to call a sick cat healthy, the four-class results were also collapsed into a healthy-versus-diseased
view derived from Fig. 3. MobileNetV3 predicted Health for two of the 108 diseased test images (sensitivity 98.1%),
whereas EfficientNetB0 and DenseNet121 did so for none (100%). In the other direction, 2, 3, and 3 of the 28 healthy
images were flagged as diseased (specificity 92.9%, 89.3%, and 89.3%), and the binary accuracy was 97.1%, 97.8%, and
97.8%, respectively.
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Table 5. Per-class precision (P), recall (R), and F1-score on the 136-image test set

Class Support MobileNetV3 EfficientNetB0 DenseNet121

P R F1 P R F1 P R F1
Flea Allergy 28 0.82 0.96 0.89 0.87 0.96 0.92 0.82 0.96 0.89
Health 28 0.93 0.93 0.93 1.00 0.89 0.94 1.00 0.89 0.94
Ringworm 45 0.90 0.80 0.85 0.89 0.87 0.88 0.86 0.82 0.84
Scabies 35 091 091 091 0.92 0.94 0.93 0.94 0.94 0.94
Macro average 136 0.89 0.90 0.89 0.92 0.92 0.92 091 091 0.90

Note: values are computed from the confusion matrices in Fig. 3 and rounded to two decimals.

(a) MobileNetV3 (b) EfficientNetB0 (c) DenseNet121
(88.97%) (91.18%) (89.71%)
Flea
Health 4 0
E
(¥}
Lo
Ring. 4 4
Scab. 4 0 1 2 4 o0
Ll 1 I I
Flea Health Ring. Scab. Flea Health Ring. Scab. Flea Health Ring. Scab.
Predicted Predicted Predicted

Fig. 3. Confusion matrices of (a) MobileNetV3, (b) EfficientNetB0, and (c) DenseNet121 on the 136 test images. Rows are actual
classes and columns are predicted classes; the test accuracy of each model is given in parentheses.

C. Efficiency and Model Selection

Table 6 combines accuracy and efficiency. The accuracy differences are small relative to their uncertainty: the 95%
intervals of the three models overlap almost completely (Table 6), and the 2.21-percentage-point gap between
EfficientNetBO and MobileNetV3 corresponds to three test images. The efficiency differences, in contrast, are large.
Before conversion, mean latency per image was 104.00 ms for MobileNetV3, 172.92 ms for EfficientNetB0, and 330.93
ms for DenseNet121 (9.62, 5.78, and 3.02 FPS), and the latency variation of MobileNetV3 (standard deviation 24.76 ms)
was also the smallest.

Table 6. Accuracy and efficiency of the evaluated models

TFLite

Accuracy, % (95% Macro- Params Keras latency TFLite . TFLite
Model CI) FI M) (ms) size (MB) 'a(txfl’;;’y TFLite FPS . curacy (%)
MobileNetV3 88.97 (82.6-93.2) 0.89 1.01 104.00 +24.76 1.96 5.26 190.21 88.97
EfficientNetBO 91.18 (85.2-94.9) 0.92 438 172.92 + 55.06 8.34 36.40 27.47 91.18
DenseNet121 89.71 (83.5-93.8) 0.90 7.30 330.93 £ 127.43 13.90 135.24 7.39 90.44

Note: the best value in each column is shown in bold. Accuracy, macro-F1, and the Wilson 95% interval (CI) are computed from the test confusion
matrices (N = 136); Keras latency is the mean + standard deviation per image; TFLite accuracy is taken from the TFLite benchmark.

Conversion to TFLite reduced the file size of all models by 55.62% to 60.76% (Fig. 4b): MobileNetV3 shrank from
4.99 MB to 1.96 MB, EfficientNetB0 from 20.03 MB to 8.34 MB, and DenseNet121 from 31.32 MB to 13.90 MB. The
converted models were also faster (Fig. 4a): mean latency fell to 5.26 ms for MobileNetV3 (190.21 FPS), 36.40 ms for
EfficientNetBO (27.47 FPS), and 135.24 ms for DenseNet121 (7.39 FPS). TFLite test accuracies were 88.97%, 91.18%,
and 90.44%, respectively; the TFLite figure for DenseNetl121 is one image higher than the 89.71% obtained from its
Keras confusion matrix, a discrepancy that was not investigated further. Relative to EfficientNetB0, the MobileNetV3
TFLite model is 4.3 times smaller and 6.9 times faster; relative to DenseNet121 it is 7.1 times smaller and 25.7 times
faster. MobileNetV3 was therefore selected for deployment.
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Fig. 4. Effect of TFLite conversion on (a) mean inference latency per image (logarithmic scale) and (b) model file size. The Keras
and TFLite latencies were obtained with different runtimes and are therefore indicative.

D. Android Application and On-Device Evaluation

Fig. 5 shows the main screens of Meow Care. All seven black-box scenarios produced the expected output. In the on-
device evaluation, the MobileNetV3 TFLite model classified 121 of the 136 test images correctly (accuracy 88.97%). The
resulting confusion matrix was identical to that of the offline MobileNetV3 model (Fig. 3a), which indicates that
conversion and deployment did not alter the per-class outcome on the test set.

21:00 & il = 21:01 & - Ealal =

(4 Cat Skin Disease Detection @

Meow Care

Supported by:

Madel MobileNetV3

Average Model Accuracy 90%

rEE @

Researcher: fi Prediction Result

Flea Allergy
Confidence: 91,81%

=

Starts Detection Gallery Camera

Fig. 5. Screenshots of the Meow Care application: home page (left) and detection page showing the image preview, the predicted
class, and its confidence score (right).

V. DISCUSSION

Accuracy versus efficiency. The three architectures reached similar test accuracy (88.97-91.18%) but differed by a
factor of 25 in TFLite latency and by a factor of seven in file size. Because a 136-image test set resolves differences of
only a few images, the ranking EfficientNetB0 > DenseNet121 > MobileNetV3 should be read as a tendency rather than
as a statistically established difference; the overlapping 95% intervals (Table 6) support this reading. Under this
uncertainty, the large efficiency advantage of MobileNetV3 justifies its selection, which is consistent with its design for
mobile processors through architecture search, squeeze-and-excitation modules, and hard-swish activation [16]. The
finding agrees with the general observation that compact architectures can retain most of the accuracy of larger models
at a fraction of the cost [11].

Overfitting and generalisation. EfficientNetBO fitted the training set most closely (97.25% training accuracy) and
showed the first signs of overfitting, since its validation loss increased after epoch 13 while training loss continued to fall.
DenseNet121 and MobileNetV3, whose validation accuracy was equal to or higher than their training accuracy at the end
of training, show no such gap. A possible explanation is that stronger fitting of a larger feature space on 2,868 augmented
images leads to memorisation, while the dropout layers and augmentation reduce training accuracy relative to validation
accuracy in the lighter models; this explanation was not tested here.
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Error patterns. Ringworm was misclassified as Flea Allergy in 4—6 of 45 images by every model, and Health images
were occasionally assigned to Ringworm. The consistency across architectures suggests that the confusion stems from
the data rather than from a particular network: hair loss, scaling, and crusting occur in several of these conditions and
overlap visually, which is the same difficulty that motivates automated support in the first place [2], [3]. Because the
application reports a confidence score, low-confidence predictions can be flagged to the user as uncertain, a measure that
should be evaluated in future work.

Comparison with earlier studies. The accuracies obtained here (89-91%) exceed the 78.33% reported for a custom
CNN trained on 400 images [15] and the 73% test accuracy of a MobileNetV2 model on human skin images [23], and
they are comparable to the 0.87-0.89 accuracy of consensus models for dog skin images [22]. These studies differ in
subject, dataset, and protocol, so the figures are not directly comparable; the gain should not be attributed to the
architecture alone. The present study contributes instead a like-for-like comparison of three backbones with efficiency
measurements and an end-to-end deployment, which the cited cat-specific study [15] did not provide.

Safety-relevant errors. The healthy-versus-diseased view shows that MobileNetV3, the model selected for
deployment, is the only one that called any diseased cat healthy (2 of 108 images), while the two other models erred only
by over-alerting. With so few errors this difference cannot be established statistically, but it is the one measured respect
in which the selected model is weaker, and it supports the confidence-aware advice and veterinary confirmation
recommended below. A deployment that weights missed disease more heavily than a false alarm might therefore prefer
EfficientNetBO0 despite its larger size.

Implications. For developers of mobile veterinary screening tools, the results suggest selecting the backbone by the
accuracy—latency—size trade-off rather than by accuracy alone. For owners, an offline application that needs no network
connection and, judging from the benchmark, can respond quickly (the latency on a physical phone was not measured)
can support an early, informed decision about seeking veterinary care. The application must remain a decision-support
aid; clinical confirmation, for example by skin scraping or laboratory examination, is still required.

Limitations. First, the test set is small (136 images) and every model was trained once, so no variance across random
seeds is available; paired significance tests such as McNemar’s test could not be run because per-image predictions were
not retained. The test set was also used to choose the deployed model, so the accuracy reported for that model is not fully
unbiased. Second, the images come from Roboflow Universe without a recorded project, version, or licence, and may
have been compiled from several sources; label verification by veterinarians and the number of source animals are not
documented, and no external validation set was used. Third, the partition was produced after augmentation on the
Roboflow platform. The numbers are consistent with augmentation having been applied to the training subset only (956
original training images x 3 = 2,868, and 956 + 270 + 136 = 1,362), but this was not audited, and leakage of augmented
copies into the evaluation subsets cannot be fully excluded. Fourth, the hardware used for the latency benchmark and the
specification of the Android device are not recorded, and the Keras and TFLite latencies come from different runtimes,
so they should be read as relative rather than absolute values. Fifth, the on-device evaluation reused the offline test images
instead of independent photographs taken in the field, and the quantisation mode was neither recorded nor varied. Finally,
only frozen-backbone transfer learning was studied; fine-tuning, additional lightweight models, and more disease classes
remain unexplored.

VI. CONCLUSION

This study compared MobileNetV3, EfficientNetB0, and DenseNet121 for classifying four cat skin conditions and
deployed the most suitable model in an Android application. EfficientNetB0 obtained the highest test accuracy (91.18%),
followed by DenseNetl121 (89.71%) and MobileNetV3 (88.97%), but the differences are within the uncertainty of the
136-image test set. MobileNetV3 offered by far the best efficiency after TFLite conversion (1.96 MB, 5.26 ms per image,
190.21 FPS in a benchmark whose hardware was not recorded) and was therefore embedded in the Meow Care
application, which passed all black-box scenarios and reached 88.97% on-device accuracy. In answer to the research
questions, the three architectures are close in accuracy but differ greatly in efficiency, and an accuracy—efficiency trade-
off allows an offline mobile classifier to be deployed with only a small loss of accuracy.

Future work should enlarge and diversify the dataset with veterinarian-verified labels and independent field
photographs, repeat the experiments with several random seeds, explore fine-tuning and other lightweight architectures
such as EfficientNet-Lite, benchmark latency and energy use on a range of physical Android devices, compare
quantisation modes, and extend the system to more disease categories and to confidence-aware advice for the user.
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  Accuracy =  1  N   ∑  c = 1  C   TP  c


   Precision  c =    TP  c   TP  c +  FP  c


   Recall  c =    TP  c   TP  c +  FN  c


    F 1  c =   2   P  c   R  c    P  c +   R  c


  Macro − F 1 =  1  C   ∑  c = 1  C    F 1  c

